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Abstract

Pose and illumination variations remain a persistent
problem in face recognition algorithms. In this paper we
present a method for accurately estimating the pose and il-
lumination conditions, and use it for registration and track-
ing in video-based face recognition algorithms. This is
achieved by using a joint motion, illumination and shape
model that is bilinear in the motion and illumination vari-
ables. The motion is represented in terms of translation and
rotation of the object centroid, and the illumination is rep-
resented using a spherical harmonics linear basis. We start
by estimating a rough pose by projecting the image onto the
spherical harmonics basis functions. This pose estimate is
used to initialize the registration algorithm, which worksby
minimizing a square error criterion in the bilinear model.
Thereafter, 3D tracking proceeds by alternately estimating
motion and illumination parameters. The method does not
assume any model for the variation of the illumination con-
ditions - lighting can change slowly or drastically and can
originate from combination of point and extended sources.
We demonstrate the effectiveness of our methods on several
real-world video sequences under severe changes of light-
ing conditions.

1. Introduction

Pose and illumination variations remain a persistent
problem in face recognition, and has been documented in
different studies [21, 13]. These two factors affect low-level
tasks like face registration and tracking, which, in turn, re-
duce the �nal accuracy of the recognition algorithms. Also,
it is often dif�cult to estimate illumination conditions ac-
curately so as to factor them into the recognition strategies.
Pose estimation problems are often made dif�cult by the
fact that illumination is unknown. Therefore, it is extremely
important to develop methods for accurately estimating the
pose and illumination conditions for face registration, track-
ing and recognition in order to increase the performance of
both unimodal and multimodal biometrics.

Contributions of the Paper In this paper, we present a
method for accurately estimating the pose and illumination
conditions, and use it for registration and tracking for video-
based face recognition algorithms. The method relies on
learning joint motion and illumination models of objects
from video. We focus onvideo-based recognitionwhere our
proposed strategies can automatically and accurately reg-
ister a 3D model to the face image in the �rst frame and
track it in subsequent frames. We can handle a variety of
lighting conditions, including the presence of multiple and
extended light sources, which is natural in outdoor environ-
ments. This is achieved using the spherical harmonics based
representation of illumination [1, 14] and previous work
that integrates motion and illumination models for video
analysis [17]. In [1, 14], the re�ectance image was rep-
resented using a linear combination of spherical harmonics
basis functions. For Lambertian objects, a ninth order ex-
pansion was deemed suf�cient to capture most of the energy
in the signal, while non-Lambertian objects required higher
order coef�cients. In [17], the authors showed that the ap-
pearance of a moving object under arbitrary lighting could
be represented as bilinear combination of 3D motion and
the spherical harmonics coef�cients for illumination.

In order to estimate the facial pose under arbitrary il-
lumination conditions, we �rst create a space of spherical
harmonics basis images at various poses. This is done us-
ing a generic face model to compute the surface normals in
the basis functions. Given an input image with unknown
pose and illumination, we project it onto the basis images
for different values of the illumination coef�cients (selected
over a typical range of operating conditions). The projec-
tion that gives the minimum error determines the illumina-
tion and pose conditions. Once these parameters are known,
we project the 3D generic face model onto the unknown im-
age under the estimated pose and lighting conditions. This
gives the initial registration between the model and the im-
age, which may have some error due to inaccuracies in esti-
mating the pose and illumination parameters. Precise regis-
tration is then computed by estimating the 3D motion of the
model so as to minimize the reprojection error, based on the



theoretical formulation derived in [17].
This theoretical framework also allows us to develop an

algorithm for tracking a moving object with arbitrary illu-
mination variations. This is achieved by alternately pro-
jecting onto the appropriate motion and illumination bases
of the bilinear space. In addition to the 3D motion esti-
mates, we are also able to recover the illumination condi-
tions as a function of time. The framework does not as-
sume any model for the variation of the illumination con-
ditions - lighting can change slowly or drastically and can
originate from a combination of point and extended sources.
The methodrelies upon image differences and does not re-
quire computation of correspondences between images. It
leads to the development of an illumination invariant model
based tracking algorithm that is initialized by registering the
model (e.g., a generic face model) to the �rst frame of the
sequence.
Relation to Previous Work Due to want of space, we re-
fer the reader to a recent review paper for existing work
on face recognition [21]. A recently edited book [20] also
deals with many of well-known approaches for face pro-
cessing, modeling and recognition. A few recent papers
have dealt with face recognition with pose and/or illumi-
nation variations [15, 19, 3], but their focus is image-based
recognition. The authors in [9] deal with the issue of video-
based face recognition, but they require a large number of
training examples at different poses and illumination con-
ditions for each individual. Some of the challenges that
have been identi�ed in various studies on face recognition
[21, 13] are accurate face processing under changing envi-
ronmental conditions, estimating pose and illumination pa-
rameters for improved recognition, and exploiting the in-
formation in a sequence of images. This paper provides a
method for learning the pose and illumination conditions
from video, thus laying the groundwork for face recogni-
tion with a small number of gallery images of each person.
(Note that the basis images are created from a generic face
model, not an identity-speci�c one.)

The registration algorithm proposed in this paper deals
with aligning a 3D model with an image [2, 16]. The com-
putation of the 3D motion of the model to obtain precise
registration modi�es the approach in [2], with the addition
of the illumination term. Registration between two or im-
ages images can be obtained through the 3D generic face
model by aligning it to each of the images. The spheri-
cal harmonics based illumination model can handle multi-
ple light sources and estimation of its parameters is simpler
than the Phong model, which has been used in illumination
modelling for face recognition [3]. This model can also han-
dle specularities and shadows by considering higher order
expansions.

Tracking objects under changing lighting conditions is a
classical problem in computer vision. A number of methods

have been proposed for 2D motion estimation and feature
tracking with varying illumination [6, 12, 18, 4, 5]. In this
paper, we deal with illumination-invariant 3D motion esti-
mation. We adopt a model-based tracking approach [10],
using a 3D generic face model. A related work is [11],
which uses SfM with photometric stereo to estimate surface
structure. However, all the frames are needed a priori and
an orthographic camera is assumed. Our proposed method
is not only able to estimate the 3D motion (i.e., face pose)
in a recursive manner, but can also obtain estimates of the
illumination model parameters of each frame.
Organization of the paper: The rest of the paper is or-
ganized as follows. Section2 presents a brief overview of
the theoretical result describing the bilinear space of mo-
tion and illumination variables. Section3 describes the
pose estimation and registration algorithm while Section4
describes the tracking methodology. In Section5 experi-
mental results for illumination invariant registration and 3D
tracking is presented. Section6 concludes the paper and
highlights future work.

2. Joint Motion and Illumination Modeling:
Review

In this section we review some recent work on illumi-
nation modeling. The authors in [1, 14] proved that for a
�xed Lambertian object, the set of re�ectance images can
be approximated by a linear combination of the �rst nine
spherical harmonics, i.e,

I (x; y) =
X

i =0 ;1;2

X

j = � i; � i +1 :::i � 1;i

l ij bij (n); (1)

whereI is the re�ectance intensity of the image pixel(x; y),
i andj are the indicators for the linear subspace dimension
in the spherical harmonics representation,l ij is the illumi-
nation coef�cient determined by the illumination direction,
bij are the basis images, andn is the unit norm vector at
the re�ection point. The basis images can be represented in
terms of the spherical harmonics as

bij (n) = �r i Yij (n); i = 0 ; 1; 2; j = � i; : : : ; i; (2)

where� is the albedo at the re�ection point,r i is constant
for each spherical harmonics order, andYij is the spherical
harmonics function. For brevity, we will refer to the work in
[1] as the Lambertian Re�ectance Linear Subspace (LRLS)
theory.

This result does not consider the relative motion be-
tween the object and the camera. In [17], it was shown
that for moving objects it is possible to approximate the se-
quence of images by a bilinear subspace. We exploit this
result for 3D motion estimation under arbitrarily varying
illumination. We assume a perspective projection model



for the camera, consider the focal length,f , of the cam-
era as the only intrinsic parameter (can be relaxed), and
assume the reference frame to be attached to the camera
with the z-axis being along the optical axis. At time in-
stancet1, assume we know the 3D model of the object, its
pose, and the illumination condition in terms of the coef-
�cients l t 1

ij . The ray from the optical center to the pixel
(x; y) intersects with the surface atP1 . De�ne the motion
of the object in the above reference frame as the translation
T =

�
Tx Ty Tz

� T
of the centroid of the object and

the rotation
 =
�

! x ! y ! z
� T

about the centroid.
After the motion,P1 moves toP1

0, and another pointP2

moves toP2
0. At the new time instancet2, the direction of

this ray does not change, and it intersects with the surface
at P2

0. The new illumination condition is represented in
terms of the coef�cientsl t 2

ij . This is represented pictorially
in Figure1.

Figure 1. Pictorial representation showing the motion of the object
and its projection (reproduced from [17]).

The authors in [17] proved that re�ectance image at new
time instancet2 can be expressed as:

I (x; y; t 2) =
X

i =0 ;1;2

X

j = � i; � i +1 :::i � 1;i

l t 2
ij bij (nP 0

2
); (3)

where
bij (nP 0

2
) = bij (nP 1 ) + AT + B
 : (4)

In (3), bij (nP 0
2
) and l t 2

ij are the basis images and illu-
mination coef�cients after motion. In (4), bij (nP 1 ) are the
original basis images before motion.A andB contain the
structure and camera intrinsic parameters. Substituting (4)
into (3), we see that the new image spans a bilinear space
of six motion and approximately nine illumination variables
(for Lambertian objects). The basic result is valid for gen-
eral illumination conditions, but require consideration of
higher order spherical harmonics.

When the illumination changes gradually, we can use the
Talyor series to approximate the illumination coef�cients
as l t 2

ij = l t 1
ij + � l ij : Ignoring the higher order terms, the

bilinear space now becomes a combination of two linear
subspaces, as

I (x; y; t 2) = I (x; y; t 1) +
X

i =0 ;1;2

X

j = � i;:::;i

l t 1
ij (AT + B
 )

+
X

i =0 ;1;2

X

j = � i;:::;i

� l ij bij (nP 1 ): (5)

We can express the above result succinctly using tensor
notation as

I = ( B + C � 2

�
T



�
) � 1 l ; (6)

where� n is called themode-n product[15], and l 2 R9

is the vector ofl ij components. Themode-n productof a
tensorA 2 RI 1 � I 2 � ::: � I n � ::: � I N by a vectorV 2 R1� I n ,
denoted byA � n V , is theI 1 � I 2 � : : : � 1 � : : : � I N

tensor

(A � n V ) i 1 :::i n � 1 1i n +1 :::i N =
X

i n

ai 1 :::i n � 1 i n i n +1 :::i N vi n :

For each pixel(p; q) in the image,Cklpq = [ A B ] of
sizeN l � 6, whereN l is the dimension of the illumination
basis (N l � 9 for Lambertian objects). Thus for an image
of sizeM � N , C is N l � 6 � M � N . B is a subtensor of
dimensionN l � 1 � M � N , comprising the basis images
bij (nP 1 ), andI is a subtensor of dimension1� 1� M � N ,
representing the image.l is still the N l � 1 vector of the
illumination coef�cients.

If the illumination does not change fromt1 to t2 (often a
valid assumption for a short interval of time), the new image
at t2 spans a linear space of the motion variables, since the
third term in (5) is zero.

3. Illumination Invariant Pose Estimation and
Registration

The joint illumination and motion space provides us with
a novel method for automatic pose estimation and regis-
tration under varying illumination. Registering a 3D facial
model onto an image means �nding out the 3D translation
and rotation from the reference frame attached to the opti-
cal center of the camera capturing the image to the model.
However, because of the small motion assumption, the joint
bilinear space cannot handle a large amount of the motion,
which means we need to have a rough pose estimate. We
use the LRLS method to estimate an approximate pose of
the face. By doing so, we have a good initial condition for
the bilinear space, and then use it to converge to the pre-
cise 3D translation and rotation. We now provide details of
the algorithm for the automatic pose estimation and regis-
tration. We assume that a face detector provides us with an
image of the face.



3.1. Approximate estimation of rotation

The face image, as obtained by a face detection algo-
rithm, is scale normalized to be of the same size as the
LRLS basis images, which have been pre-calculated from
the generic 3D model. This scale-normalized image is pro-
jected onto each LRLS basis. The projection error is min-
imum when the pose of the test image is the same as that
of the LRLS basis, and the projection coef�cient represents
the corresponding illumination condition (see (1) and (2)).
The LRLS bases are calculated over a discrete set of poses
in R3 (we use 5 degree intervals in our experiments), and
thus the estimates are approximate.

3.2. Approximate estimation of translation

We need to estimate the position (i.e., translation) of the
(unknown) 3D model generating the test image with respect
to the optical center of the camera. Since we assume a rigid
body, it is enough to consider the position of the centroid of
the model. This can be obtained from the scale factor used
in normalizing the size of the test image to the size of the
LRLS bases, and the 2D location of the face in the image.

Figure 2. Pictorial representation showing the rough translation
estimation.

Fig.2 shows the scheme for the rough estimation of the
translation. To simplify the pictorial representation, here we
only consider the translation along x and z axes. The object
is at a distance(X; Z ) 2 R3. The image of the object on
the focal plane is of the sizel i at a positionx i . We need to
move the object to the distanceZn (the position of the 3D
generic model) so that the image size of the object becomes
ln , which is the size of the bases. For the generic 3D face
structure,l is known. Zn is prede�ned, soln is also �xed.
The face detector can give the size ofl i and the image plane
position of the face,x i . We want to �nd Z andX . From
fundamental projective geometry, we can write down the

following equations:

l
Zn

=
ln
f

; (7)

l + X
Z

=
l i + x i

f
; (8)

X
Z

=
x i

f
: (9)

Solving these equations, we have

Z =
ln
l i

Zn ; (10)

X =
ln
l i

Zn

f
x i : (11)

Similarly, we can deduce the expression for the 3D transla-
tion along the y axis:

Y =
ln
l i

Zn

f
yi : (12)

Thus, with the measurement from the face detector, we
will be able to roughly estimate the translation,[X; Y; Z ]T ,
of the 3D model of the object.

3.3. Precise registration

The approximate translation[X; Y; Z ]T and rotation es-
timated from the LRLS bases are used to initialize the reg-
istration algorithm, which is based on inverting the gener-
ative bilinear model for motion and illumination. Equation
(6) provides us an expression relating the re�ectance image
I with new illumination coef�cientsl and motion variables
T ; 
 .

For a single image, to estimate the illumination, the bi-
linear space degenerates to a linear space. Using the tensor
notation, unfolding the LRLS bases tensorB and the image
I along the �rst dimension [8]1, which is the illumination
dimension, it can be represented as:

I T
(1) = BT

(1) l : (13)

This is a least square problem, and the illuminationl can be
estimated as:

l̂ = ( B(1) BT
(1) )� 1B(1) I T

(1) : (14)

Keeping the illumination coef�cients �xed, the bilinear
space in equations (3) and (4) becomes a linear subspace,
i.e.,

I = B � 1 l + ( C � 1 l ) � 2

�
T



�
(15)

1Assume an Nth-order tensorA 2 CI 1 � I 2 � ::: � I N The matrix un-
folding A ( n ) 2 CI n � ( I n +1 I n +2 :::I N I 1 I 2 :::I n � 1 ) contains the ele-
ment ai 1 i 2 :::i N at the position with row numberi n and column num-
ber equal to(i n +1 � 1)I n +2 I n +3 : : : I N I 1 I 2 : : : I n � 1 + ( i n +2 �
1)I n +3 I n +4 : : : I N I 1 I 2 : : : I n � 1 + � � � + ( i N � 1)I 1 I 2 : : : I n � 1 +
(i 1 � 1)I 2 I 3 : : : I n � 1 + � � � + i n � 1 .



Similarly, unfolding all the tensors along the second dimen-
sion, which is the motion dimension,T and
 can be esti-
mated as:

�
T̂

̂

�
=

�
(C � 1 l )(2) (C � 1 l )T

(2)

� � 1
(C � 1 l )(2)

(I � B � 1 l )T
(2) (16)

The above procedure for estimation of the motion should
proceed in an iterative manner, sinceB andCare functions
of the motion parameters. This should continue until the
projection errorkI � B � 1 l̂ k2 does not decrease further,
leading to a precise registration result.

3.4. Pose Estimation and Registration Algorithm

Consider any image frameI .
Step 0. Use a face detector to detect the face in an image,
an normalize it to the size of the face in the basis images
(Section3), and denote it asI f

Step 2. Project the normalized image,I f , onto the LRLS
basesBi of each pose, wherei represents different poses,
and calculate the projection errorkI f � B i � 1 l̂k2. Find
the basis that has the minimum projection error. This basis
corresponds to the approximately estimated pose
̂ .
Step 3. Using equations (11,12), estimate the approximate
translationT̂ .
Step 4. UsingT̂ and 
̂ , calculate the bilinear space core
tensorsB andC. Estimate the illumination with (14).
Step 5. Keeping the estimated illumination coef�cientsl̂
�xed, use (16) to re�ne the translation and rotation.
Step 6. With the updated translation and rotation, recalcu-
late the bilinear core tensorsB andC.
Step 7. Repeat Step 5 until the projection errorkI �B� 1 l̂ k2

does not decrease. This gives the precise registration.

4. Illumination Invariant 3D Tracking

In addition to the illumination invariant pose estimation
and registration, the joint illumination and motion space
also provides a novel method for 3D motion estimation un-
der varying illumination. This is based on inverting the gen-
erative model for motion and illumination modelling. It can
not only track the 3D motion under varying illumination,
but can also estimate the illumination parameters (which
can be used to synthesize the lighting conditions) as a func-
tion of time.

Equation (3) provides us an expression relating the re-
�ectance imageI t 2 with new illumination coef�cientsl t 2

ij
and motion variablesT ; 
 , which lead to a method for es-

timating 3D motion and illumination as:

(̂l ; T̂ ; 
̂ ) = arg min
l ;T ;


kI t 2 �
X

i =0 ;1;2

iX

j = � i

l t 2
ij bij (nP 0

2
)k2;

= arg min
l ;T ;


kI t 2 � (Bt 1 + Ct 2 � 2

�
T t 2


 t 2

�
) � 1 l t 2k2 (17)

where x̂ denotes an estimate ofx. The cost function
is a square error norm, similar to the famous bundle-
adjustment [7], but incorporates an illumination term and
motion and illumination estimates are obtained for each
frame. Since the imageI t 2 lies approximately in a bilin-
ear space of illumination and motion variables, such a mini-
mization problem can be achieved by alternately estimating
the motion and illumination parameters by projecting the
video sequence onto the appropriate basis functions derived
from the bilinear space. Assuming that we have tracked the
sequence upto some frame for which we can estimate the
motion (hence, pose) and illumination, we calculate the ba-
sis images,bij , at the current pose, and write it in tensor
form B. We can then follow the equations in (13), (14)
and (16) to estimate the motion and illumination param-
eters. The above procedure for estimation of the motion
should proceed in an iterative manner, sinceB and C are
functions of the motion parameters, till the error does not
decrease further. It can then be repeated for each subsequent
frame. This process of alternate minimization leads to the
local minimum of the cost function (which is quadratic in
motion and illumination variables) at each time step. We
now describe the tracking algorithm formally.
Tracking Algorithm
Consider a sequence of image framesI t , t = 0 ; :::; N � 1.
Initialization: Take one image of the object from the video
sequence, register the 3D model onto this frame and map the
texture onto the 3D model. Use LRLS method [1] to calcu-
late the tensor of the basis imagesB0 at this pose. Use (14)
to estimate the illumination coef�cients. Now, assume that
we know the motion and illumination estimates for frame t,
i.e.,T t ; 
 t andl t .
Step 1. Calculate the tensor form of the bilinear basis im-
agesBt at the current pose using (4). Use (16) to estimate
the new pose from the estimated motion.
Step 2. Assume illumination does not change, i.e.l̂ t +1 =
l̂ t , if the MSE between an input frame and the rendered

framekI t +1 � (Bt + Ct � 2

�
T̂ t +1


̂ t +1

�
) � 1 l̂ t +1 k2, is above

a certain threshold (in the experimental section, we will dis-
cuss our strategy for choosing a appropriate threshold), re-
peat Step 1 forI t +1 , till the MSE falls below an acceptable
threshold.
Step 3. If the MSE is still larger than some threshold, re-
estimate the illumination using (14). Repeat Steps 1 and 2
with the new estimated̂l t +1 for that input frame.



Figure 3. The back projection of the mesh vertices of the 3D face model using the registration result.

Step 4. Set t = t + 1. Repeat Steps 1, 2 and 3.
Step 5. Continue till t = N - 1.

In many practical situations, the illumination changes
slowly within a sequence (e.g., cloud covering the sun). In
this case, we use the expression in (5) instead of (3,4) in the
cost function (17) and estimate� l ij .

4.1. Tracking with Occlusion

The optimization function (17) yields the maximum like-
lihood estimate under the assumption of additive Gaussian
noise to the image observations. However, in the presence
of occlusion, the optimization function can be used only if
we can work with the unoccluded pixels, which will have
to be estimated a priori. A simple way to do this is to set
a threshold and discard those pixels that have an intensity
change (with respect to the previous frame) greater than the
threshold. However, a simple threshold strategy may elim-
inate the pixels that are not occluded but whose intensity
changes because of the change in illumination conditions.
Therefore, we propose the following modi�cation to our al-
gorithm to handle occlusion.

Assume that we are able to obtain the tracking and il-
lumination estimates upto some instancet. Then, we can
calculate the bilinear basis images at the current pose, and
project the frame at the next time instance,t + 1 , onto the
linear subspace of the basis images. This gives an estimate
of the illumination coef�cients for the frame. Using the ba-
sis images, we can synthesize the image with the newly es-
timated illumination coef�cientsl t + 1 . In order to do this,
the motion betweenI t +1 andI t is assumed to be the same
as betweenI t andI t � 1 (i.e, uniform motion). If the differ-
ence between the synthesized image and the observed one
is larger than some threshold for some pixels, we will dis-
card these pixels. By doing this, we store a mask for the
pixels which are occluded. Note that the synthesized image
has the new illumination condition, and thus is not affected

by the problem noted above. Using the unoccluded pixels
and the algorithm described in Section4.1, we re-estimate
the 3D motion as well as the new illumination coef�cients
l̂ t + 1 . For the image at time instancet + 2 , we will use the
mask at time instancet +1 to estimate the illumination con-
dition l̂ t + 2 , then repeat what we have done fort + 1 frame
and update the mask. This method works provided the oc-
clusion happens slowly(most practical cases). For sudden
occlusion, a RANSAC approach [7], that works with ran-
dom subsets of feature points, will be adopted. In Section
6, we will show some tracking results with occlusion under
changing illumination.

5. Experiment Results

Fig.3 shows the experiment result for the automatic pose
and registration algorithm. These images are extracted from
a video sequence of a face rotating about the y axis with
large illumination variation. We manually chose some land-
mark points on the generic 3D face model. Using the regis-
tration results from the algorithms stated above, we back
project these landmark points onto the image frames to
show the accuracy of the registration.

Once the facial image is registered, it can be used as the
initial condition for illumination invariant 3D tracking.As
thetrue illumination and motion are often dif�cult to mea-
sure precisely, we �rst show some results on a controlled
experiment. We apply some arbitrary motion and illumina-
tion change to a generic 3D face model, synthesize a video
sequence, then use our algorithm to estimate the motion and
illumination, and compare with the ground truth. In this ex-
periment, the 3D face model rotates about the vertical axis,
and the illumination is changing in the same way as pose.
Fig.4 shows the back projection of some mesh vertices of
the 3D face model onto some input image frames using the
estimated 3D motion. Fig.5 shows the plot of the true posi-
tion and the estimated position with changing illumination.



Fig.6 shows the plot of the true and estimated illumination
coef�cients. These results show that for this controlled ex-
periment the error is less than3%. In Fig. 4 , the images
were taken with a single light source and hence different
parts of the face are illuminated differently. In practical
conditions, light usually comes from extended sources (e.g.,
outdoors, ceiling lights, corridor lights etc.), and the exper-
iments with real data are under these conditions.

Figure 4. The back projection of the mesh vertices of the 3D face
model using the estimated 3D motion onto some input frames ofa
synthesized face sequence. Face is rotating about the y axis, and
illumination is changing in the same way as pose.

Figure 5. The solid line shows the true pose (represented by the
angle of face about y axis) and the broken line is the estimated
pose.

Fig.7 shows the tracking results on a monocular real-
life video under extreme illumination condition changes,
including local changes. We map the texture of the person
onto a generic 3D face model (downloaded from the inter-
net) in order to perform the tracking. This is done by reg-
istering seven control points on the 3D model to the image
of the face in the front view. The back projection of the 3D
model vertices shows that our algorithm is still able to track
under such extreme illumination changes. The thresholds
needed in the algorithm in Section4 can be chosen based
on the error analysis shown in [17].

Fig. 8 shows some tracking results of a person walking
towards the camera in a dark corridor while the illumination
changes. Fig.9 shows tracking a face with occlusion.

6. Conclusions

In this paper, we have presented a method for facial pose
estimation, registration, and 3D tracking under arbitrarily

(a) (b)

(c) (d)
Figure 6. (a), (b), (c), (d) are the estimates of the 3rd, 5th,6th, 8th
illumination coef�cients respectively. The solid line shows the true
illumination coef�cients used in synthesizing the sequence, and
the dotted line shows the estimated illumination coef�cients using
our algorithms. The y-axis represents the value of the illumination
coef�cients, while the x0axis represents frame number.

Figure 7. The back projection of the mesh vertices of the 3D face
model using the estimated 3D motion onto some input real-life
frames. Face is moving arbitrarily, and illumination intensity is
changing.

changing illumination conditions in a video sequence. It re-
lies on a generative model for the appearance of a sequence
of images under arbitrary lighting and motion. The regis-
tration algorithm works by �rst estimating a rough pose and
then re�ning it by minimizing a square error criterion in the
bilinear representation. In the tracking algorithm, the gener-
ative model is inverted for estimating the motion and light-
ing parameters. The proposed methods work satisfactorily
under arbitrary changes of lighting in the presence of mul-
tiple sources. Future work will involve developing video-



Figure 8. The back projection of the mesh vertices of the 3D face
model using the estimated 3D motion onto some input real-life
frames from a monocular sequence. The person is walking to-
wards the camera so scale is changing, while illumination isalso
changing gradually.

Figure 9. The back projection of the mesh vertices of the 3D face
model using the estimated 3D motion onto some input real-life
frames from a monocular sequence. The face is occluded while
the illumination is changing.

based face recognition algorithms that can perform satis-
factorily in uncontrolled environments.
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